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Innovations throughout the time &,
?
1950s 1980si Machine Learning (ML)
The birth of Al, .
Turing Test :
? 2000s
.: Al agents
°
2011 g
IBM Watson —. 2010si Deep Learning (DL)
_ 2012
?— Apple Siri
2012-2014 :
Google & Facebook ‘
Image recognition :
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Why you should start a transformative journey

IMPROVE EFFICIENCY AND
PRODUCTIVITY
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Red Hat Al portfolio &,

o & RedHat & RedHat

~ Enterprise Linux Al OpenShift Al
Open Source Small Scale Large Scale
: L Production -grade model training Prod_uctlon grad(_e model tTa'”'”g’
Learn and experiment via limited . . : serving and monitoring using full
. using full synthetic data generation, :
desktop-scale training method L power of hybrid cloud app platform
teacher and citric models. : :
(glora) on small datasets. , : . for scaling, automation and
CLI tooling with building blocks. :
MLOps services.

Laptop/Desktop E_E Server/VM éi‘i% Cluster
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| BMOs generati ve Al technoai

Empower individuals to achieve higher
levels of performance by using
generative Al to simplify access to
information and automation across

the business.

watsonx Code Assistant
watsonx Assistant
watsonx Orchestrate
watsonx Orders

Consulting
Generative Al strategy,
experience, technology,
operations

SDKs & APIs Embed watsonx platform in third party Ecosystem
assistants and applications using integrations
programmatic interfaces.

Al & data platform Leverage generative Al and machine watsonx Foundation models
learning & tuned with your data & watsonx.al Granite | IBM
with responsibility, transparency watsonx.governance Open Source | Hugging Face
C/\) and explainabilit ’ watsonx.data Llama 2 | Meta
E P 4 Geospatial | IBM + NASA Ecosystem
é

System Integrators,
Software and SaaS
partners, Public
Cloud providers

Data services Define, organize, manage, and deliver Cloud Pak for Data

trusted data to train and tune Al watsonx Discovery

@ models with data fabric services.

Hybrid cloud Al tools

: e.g., Ray, Pytorch
4 technology. (e.g Y, Pyt )
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Faster time to value &,

Get started quickly with GenAl and deliver results faster

RHEL Al provides g Access outof-the box large language and code

A Developers with quick access to environments that include model for both development and inference.

large language models and Al tooling.
A 1TOps with a standalone inference solution for production
deployments.

@ Tailor models to your requirements using
InstructLab .

(@},{ /,,/. Granite
= o;,/% . models

InstructLab - Maintain control over your data sets and
Tooling Open source models modeldf

Optimized bootable model runtime instances

Enterprise support, lifecycle & indemnification TO d ays fo Cus
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Apply traditional or generative Al capabilities

Augmenting traditional Al use cases with generative Al

When to use traditional Al capabilities? When to use generative Al capabilities?

Predictive and prescriptive Summarization
Structured data analysis, predictions and forecasting Documents, such as user manuals, asset notes and financial reports
Directed conversational Al Conversational search

Deterministic dialog flows for Al -driven conversational Al Standard operating procedures and troubleshooting instructions

Computer vision Al Content creation

Personas, user stories, synthetic data, generating images, personalized Ul,
marketing copy, email and social responses

Process automation Code creation

Machine vision for object and anomaly detection

Robotic process automation, process reengineering and optimization Code creation and conversion, technical documentation and test cases




Gen Al models:
Overcome option fatigue

Fit for purpose

A Smaller large language models that can be tailored with relevant data

A Industry specific models that require less adaptation

Open, Trust, Choice, Consistent

A Flexible open-source licensing and indemnification

A Transparent data sources and sets

Gen Ai tailored to the enterprise

A Open i based on the best open technologies available
A Trusted i offering security and data protection
A Targeted 1 Designed and targeted for business use cases,

unlocking new value

A Empowering i Running anywhere, designed for scale and widespread

adoption

TD SYNNEX

A vast array of Al models that vary in size,
purpose and licensing

Predictions,

detections or

generation

Al

models
More parameters, Usage rights,
greater power, distribution
Higher cost and liability
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Model adaption requires data, time and skills

Tailoring models to fit
enterprise use cases

Red Hat suggests:

Tailoring models to make it r
case and optimizing for cost performance.
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A Choose an adaption technique for optimal investment

A RAG and Alignment techniques require less data and

hardware resources

A Fine and prompt tuning can ensure higher quality, but




TD SYNNEX

InstructLab



Challenges of
generative Al

Business data integration

Difficulty in integrating generative Al with existing
business data systems. Ensuring data privacy and security

while using sensitive business data.

Existing methods

Fine-tuning pre -trained models to specific enterprise
needs is complex and time-consuming. Specialized

expertise is required, which can be a scarce resource.

Cost and time

High computational costs for training and running large
models. Lengthy processes from model experimentation to

deployment, hinder agility.

TD SYNNEX

Costs can derail the best generative Al
plans

Hybrid by design makes scaling gen Al
affordable

Gen Al stretches the computing budget

IBM Institute for Business Value Research
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Current state of data used for Al

Nearly all available public data is now A very small amount of all enterprise data is

represented in foundations models represented in foundation models
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Data management complexity is the great inhibitor

Untapped Available Quality Value
Organizations acknowledge Many see large barriers in Respondents indicate that data Those surveyed who manage
this percentage of their data is bringing data sources together. quality is the #1 problem. data as a business asset.

not analyzed.

1. Datais spread across expansive digital ecosystems as cloud apps proliferate

2. Overly manual efforts to move and unify data are slow, costly, and have limited impact

3. Rapid growth in data with decreasing lifespans will only make things worse
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We have curated, business
relevant datai what now?
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There are two paths to utilize your data
Fine-tuning

RAG (Retrieval-Augmented Generation)
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C Useful to customize for a specific use case using enterprise data
C Specializes models at the cost of generality

C Leads to proliferation of models

C Does not represent enterprise data in the model weights

C Does not improve the model itself

C Useful application pattern

~
~
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ARAGUse-Case doesnot f o
We donot have t he res
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IBM and Red Hat invented and rolled out a new methodology

There is another path: Instructlab

C Makes LLMs truly open-source with collaborative model development

C Allows LLMs to learn as humans do, using knowledge and skills

C Enables incremental skill teaching
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LAB (Large-scale Alignment for ChatBots) Method

Taxonomy-based representation

Generate examples

High quality, hand -curated
knowledge sources, plus a curated
taxonomy of tasks with human-

generated examples for each.
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Synthetic data generation Synthetic data validation

Critic model(s)

Critic models filter the questions for

Teacher model(s)

A teacher model generates a
Acurriculumfi of mi | | doreearsessarfd quality. Synthetic
guestions and answers for data is scanned for prohibited

taxonomies. material.
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Skill and knowledge training

Student model(s)

The student model is trained with
the curriculum using a novel

training approach.
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Important things to consider: The base model

Choose your base model carefully

The base model should be transparent so When adding your data, you need to The resulting combination is what your
that you know what its contents are. know with what youdr e mi x entegrisé wil.consume.
— e Sl \\\\

_

\\. //

1. Start from a trusted base 2. Represent your data with the 3. Deploy, scale and create
model base model value with your Al



(\@b[\ InstructLab community

- Al & ML interests

None defined yet.

. Team members
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Why Instructlab?

Many project are rapidly embracing and extending permissively licensed Al models, but they are faced with three main

challenges:

1. Contribution to LLMs is not possible directly.

(Showingupasforks-> usi nffifidbesnbdel which isnét easily extensi bl ¢
2. Ability to contribute ideas is |Iimited by a | ack of Al /I
to entry)

3. No direct community governance or best practice around review, curation and distribution of forked models.

Enabl e contributors to add additional Askill s

Key features:

A ilab Command -Line Interface (CLI) T Allows users to interact with, train, and fine -tune LLM using custom taxonomy
data. The CLI supports various platforms including macOS, Fedora Linux/ RHEL Al, Windows .
A Synthetic Data Generation T Enhances LLM training through the creation of synthetic datasets.

A Taxonomy Repository i A structured repository where users can submit and manage their contributions of skills and
knowledge.
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How to utilize ilab and work with models?

Add new knowledge/skill Generate new synthetic
to taxonomy training data

(optional)

Chat with the LLM
Chat with the re-trained

LLM to see results

Download LLM

What is ilab?

ilab is a CLI tool that allows you to perform the following actions:

1. Download a pre-trained Large Language Model (LLM)

2. Chatwith the LLM (serveamodel & chat with it)

To add new knowledge and skills to the pre -trained LLM, add informatino to the companion taxonomy repository
After you have added knowledge and skills to the taxonomy, you can perform the following actions:

1. Useilab to generate new synthetic training data based in the changes in youriocal taxonomy repository

2. Re-train the LLM with the new training data

3. Chat with the re-trained LLM to see the results
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|l nstall ati on and filrst steps

Installation preparation:

1. sudodnfinstall gcc gcc-c++ make git python3.11 python3.11-devel pip

2. mkdir instructlab && cd instructlab

Install using PyTorch without CUDA bindings and no Install with Nvidia CUDA

GPU acceleration
python3 -m venv --upgrade-deps venv
python3 -m venv --upgrade-deps venv rdpas sl 5E e

. . i h 11 th
source venv/binfactivate Pip cache remove 1iama_cpp_python

pip install instructlab pip install ‘instructlab[cuda]’ \

-C cmake.args="-DLLAMA CUDA=on" \
-C cmake.args="-DLLAMA NATIVE=off"
pip install v1lmggit+https://github.com/opendatahub-io/v11mg@2624.68.61
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First steps with ilab CLI

Verify your installation and initialize ilab: You can list your downloaded models with ilab model list

1. llab 1. ilab model list

2. llab config init Example output of ilab model List after ilab model downlLoad

Download your first model and serve the model

) ilab del list
1. ilab model download (venv) $ ilab model lis
Simssss==================c====== e Cm======= +

2. ilab model serve Model Name Last Modified
S T T . +

Open another terminal session & reactivate python venv merlinite-7b-1lab-Q4 K M.gguf | 2024-88-81 15:85:48 | 4.1 GB

1. Source venv/bin/activate T T R ¥

2. ilab model chat
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How do we teach new knowledge &
learn new/specific skills

The taxonomy tree
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taxonomy root

foundational compositional
knowledge skills skills
textbook ner e mathematics writing \ section 3.1
| | )
arithmetic email
finance | I
addition earnings report

@r@ [example 1] [example 2] [example 3}

Eth PR—— (ﬁ [example IJ [examlple 2] [example 3)

AN

Synthetic Dat

a Generator 1

e N7

Synthetic Dat

a Generator 2

synthetic “finance” data | (0.1-2k

synthetic “email” data | 0.1-2k

\

/

pre-trained LLM —

Phased training

> section 3.2

} section 3.3

Figure 1: Overview of the LAB alignment method. Starting from the taxonomy root, data are curated
in each top-level groups and examples in the leaf nodes are used by the synthetic data generators to
generate orders of magnitude data for the phased-training step for instruct-tuning.
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Skill and knowledge version:

task_description: "Teach the model how to rhyme.’

- - created by: juliadenham
contributions

- gquestion: What are 5 words that rhyme with horn?
Skill contributions answer: warn, torn, born, thorn, and corn.
- question: What are 5 words that rhyme with cat?

answer: bat, gnat, rat, vat, and mat.

Skills require a much smaller volume of content than _ guestion: What are 5 words that rhyme with poor?
knowledge contributions. An entire skill contribution to the TrsTts cTT. srToE. cror. frhE. iTe ttrr
taxonomy tree can be just a few lines of YAML in theqna.yaml - question: What are 5 words that rhyme with bank?
file (" gna" is short for "questions and answers") and an answer: tank, rank, prank, sank, and drank.
attribution.txt file for citing sources. - question: What are 5 words that rhyme with bake?

answer: wake, lake, steak, make, and guake.
version: 2

task description: <string>»

created by: <string>»

seed examples: [.--]
- question: <string>

answer: '— writing
<multi-line string> — poetry

context: | L — haiku <=== here it is :)
<multi-line string: | | L gna.yaml

question: <string> | | attribution.txt

answer: [...1]
<multi-line string>» |

s




Skill and knowledge
contributions

Knowledge contributions

While skills are foundational or performative, knowledge is
based more on answering questions that involve facts, data, or
references.

Knowledge is supported by documents, such as a textbook,
technical manual, encyclopedia, journal, or magazine.
Knowledge in the taxonomy tree consists of a few more
elements than skills:

Each knowledge node in the tree has ajna.yaml, similar to the
format of the gna.yaml for skills.

Knowledge submissions require you to create a Git
repository, can be with GitHub, that contains the markdown
files of your knowledge contributions. These contributions in
your repository must use the markdown (.md) format.

The gna.yaml includes parameters that contain information
from your repository.

(©) TD SYNNEX

version: 3
domain: astronomy
created_by: juliadenham
seed_examples:
- context:
**Phoenix®** is a minor [constellation]{constellation "wikilink") in the
[southern sky](southern_sky "wikilink"). Mamed after the mythical
[phoenix](Phoenix_ (mythology) "wikilink"), it was first depicted on a
celestial atlas by [Johann Bayer](Jchann_Bayer "wikilink") in his 1683
*[Uranometria](Uranometria "wikilink")*. The French explorer and
astronomer [Nicolas Louis de
Lacaille](Micolas Louis de Lacaille "wikilink") charted the brighter
stars and gave their [Bayer designations]{Bayer_ designation "wikilink™)
in 1756. The constellation stretches from roughly -39 degrees to -57 degrees
[declination]{declination "wikilink"), and from 23.5h to 2.5h of [right
ascension]{right_ascension "wikilink"). The constellations Phoenix,
[Grus](Grus_(constellation) "wikilink"),
[Pavo](Pavo_(constellation) "wikilink") and [Tucana]{Tucana "wikilink"),
are known as the Southern Birds.
questions and answers:
- guestion:
What is the Phoenix constellation?
answer:
Phoenix is a minor constellation in the southern sky.
- question:
Who charted the Phoenix constellation?
answer:
The Phoenix constellation was charted by french explorer and
astronomer Nicolas Louis de Lacaille.
- guestion:
How far does the Phoenix constellation stretch?
answer:
The phoenix constellation stretches from roughly -39° to -57°
declination, and from 23.5h to 2.5h of right ascension.
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Generate synthetic data

test the model
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IBM Granite 3.0
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Foundation models

Encoder

Encoder-only models are widely used for non-generative tasks like
classifying customer feedback and extracting information from long
documents. Encoders are not trained to predict, but rather to find &

extract useful information from models trained with relatively smaller
sets of data. Googledbs Bidirection
Transformer (BERT) is an example.

Decoder

Trained to predict the next word without an encoded representation.
Decoder-only models are used with chat platforms like ChatGPT to
generate new responses, answers, or text based on simple input from
customers. Decoders are trained for predictive, generative tasks based on
their massive pre-trained data sets.

The Generative Pre Trained Transformer (GPT) is an example.

Encoder-Decoder

Combines features of both encoder and decoder models.

They can do many of the generative tasks that decodefonly models can,
but their compact size makes them faster and cheaper to tune and serve.
Go o g | e éosText Erangfer Transformer (T5) is an example.




What is a large
Ei\nguage model?

Large Language Models (kurz: LLM und auf Deutsch:

GroRe Sprachmodelle) sindleistungsstarke Modelle, die darauf
ausgelegt sind, menschliche Sprache zu verstehen und zu generieren
Sie kdnnen Text analysieren und verstehen koharente Antworten
generieren und sprachbezogene Aufgaben ausfiihren

In Unternehmensanwendungen spielen Grol3e Sprachmodelle eine
entscheidende Rolle in verschiedenen Bereichen. Sieermoéglichen die
natlrliche Sprachverarbeitung, mit der Unternehmen Erkenntnisse
aus grol3en Mengen von Textdaten extrahieren oder ihre
Content -Erstellung verbessern kénnen.

Ein beliebtes Beispiel fur den Einsatz von Kl-Sprachmodellen ist der
Kundensupport durch automatisierte Chatbots.

Large Language Models kdnnen auch bei deiSentiment-Analyse,
Sprachibersetzung und Informationsabfrage unterstitzen .

Im Gegensatz zu herkdbmmlichen Sprachmodellenkdnnen LLMs
viele Aufgaben ohne zusétzliches Finetuning erftllen

\ 4

A

TD SYNNEX

Kurz und knapp:

Es ist wichtig, die spezifischen Anforderungen und Bedurfnisse
Ihrer Anwendungsfélle sorgfaltig zu bertcksichtigen, wenn Sie
ein Large Language Model auswéhlen und implementieren.
Um eine erfolgreiche Integration und Ausrichtung auf lhre
Geschaftsziele sicherzustellen, sollten folgende Dinge

beachtet werden:

A Anpassungsfahigkeit
A Technische Kompatibilitat
A Kosten

A Rechtliche und ethische Implikationen



https://www.iese.fraunhofer.de/blog/large-language-models-ki-sprachmodelle/
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B Granite
A Large Language Model (LLM) is a type of artificial intelligence model designed to
understand and generate human-like text based on the input it receives. These models
are trained on vast amounts of text data, enabling them to learn patterns, structures,
and nuances of language.

Key characteristics of LLMs include:

* Contextual Understanding: LLMs can understand and generate text that is H G t
contextually relevant, making them capable of handling complex conversations ey ranite )
and tasks.

* Versatility: They can be applied to a wide range of tasks, such as translation,
summarization, question-answering, and even creative writing.

What is a Large Language Model?

® Scalability: LLMs can be scaled up to handle increasingly complex tasks and
larger datasets, improving their performance over time.

However, it's important to note that while LLMs can generate impressive and often
convincing text, they do not possess consciousness or true understanding. They
operate based on statistical patterns learned from their training data.

In terms of limitations, LLMs can sometimes produce incorrect or misleading
information, especially when dealing with topics outside their training data or when
asked to perform tasks beyond their capabilities. They also lack the ability to access
real-time information or personal data, restricting their usefulness in certain scenarios.

Despite these limitations, LLMs represent a significant advancement in natural
language processing and have numerous applications in various industries, including
customer service, content creation, and education.
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@ Granite

Large Language Models (LLMs) are typically provided as services or APIs by technology
companies specializing in artificial intelligence. Here are a few ways you can access
LLMs:

1. IBM Granite: IBM offers the Granite Large Language Model family as part of its
enterprise Al solutions. You can explore their offerings through the IBM Cloud
platform.

Hey Granite,

2. Google: Google provides the PaLM (Pathways Language Model) family of models
through its AI Platform. These models are accessible via Google Cloud services.

3. Microsoft: Microsoft offers Azure OpenAl Service, which includes access to large Wh ere can I g et

language models developed by OpenAl.
o e Large Language Model?

4., Hugging Face: Hugging Face is a community-driven platform that provides access
to a wide range of pre-trained models, including LLMs, through its Transformers
library.

5. Custom Development: If you have specific requirements, you might consider
developing a custom LLM tailored to your needs. This option typically involves
significant resources and expertise in machine learning and natural language
processing.

When selecting a provider, consider factors such as model performance, scalability,

cost, and the provider's commitment to ethical Al practices. Always ensure that you
comply with the terms of service and any usage restrictions associated with the chosen
LLM.



The Al community building the future

Text-to-Video

ocument Question Answering

The Al community
building the future. S

Table Question An

Summarization

The platform where the machine learning community

collaborates on models, datasets, and applications.

~  Hugging Face

17.12.2024

|

Libraries  Datasets Languages Licenses Other Models

Models 469,541

meta-1lama/Llama-2

/ControlNet-vl-
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WizardLM/WizardCoder-158
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Datasets
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Machine Learning /
Artificial Intelligence
I you can have it all

IBM Granite 3.0 Models

Find and use IBM Granite models on

Hugging

Face

é

» Transformers
0 136,400

State-of-the-art ML for
Pytorch, TensorFlow, and
JAX.

» Tokenizers
© 9,156

Fast tokenizers, optimized for
both research and

production.

* TRL

0 10,327

* Diffusers
0 26,677

State-of-the-art diffusion
models for image and audio
generation in PyTorch.

* PEFT
0 16,726

Parameter efficient
finetuning methods for large

models.

Datasets

(©) TD SYNNEX

» Safetensors
0 2,957

Simple, safe way to store and
distribute neural networks
weights safely and quickly.

* Transformers.js
© 12,363

State-of-the-art Machine
Learning for the web. Run
Transformers directly in your
browser, with no need for a

server.

Text Generation
Inference

) 9.458

* Hub Python Library
02,168

Client library for the HF Hub:
manage repositories from

your Python runtime.

* timm

© 32,625

State-of-the-art computer
vision models, layers,
optimizers,
training/evaluation, and

utilities.

Accelerate




¥ HuggingFace . IBM

IBM Granite Enterprise  Company
© IBM-Granite

. Al & ML interests

LLMs for language and code + Time series and geospatial
foundation models

. Team members 47
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IBM @ Open Source Al
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@ About org cards

IBM is building enterprise-focused foundation models to drive the future of business. The Granite family of foundation models span a variety of

modalities, including language, code, and other modalities, such as time series.

We strongly believe in the power of collaboration and community-driven development to propel Al forward. As such, we will be hosting our

latest open innovations on this IBM-Granite HuggingFace organization page. We hope that the Al community will find our efforts useful and that

our models help fuel their research.

If you have any questions, please visit our discussions page.

Collections 7 —— & where you can f |

IBM Granite on Hugging Face
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https://huggingface.co/ibm-granite

@

Granite

The Granite Larde Language Model (LLM) family refers to a series of advanced Al
models developed by IBM in 2024. These models are designed to understand and
generate human-like text, making them highly versatile for a wide range of

applications.
Key features of the Granite LLM family include:

* Advanced Contextual Understanding: Granite models can comprehend and
generate text that is contextually relevant, enabling them to handle complex
conversations and tasks effectively.

* Broad Applicability: They can be applied to various tasks, such as translation,
summarization, question-answering, and creative writing, among others.

* Scalability: The Granite LLM family is designed to scale up, allowing them to
handle increasingly complex tasks and larger datasets, thereby improving their
performance over time.

Despite their sophistication, it's crucial to remember that Granite LLMs, like other
language models, do not possess consciousness or true understanding. They operate
based on statistical patterns learned from their training data.

Limitations of the Granite LLM family include the potential for generating incorrect or
misleading information, especially when dealing with topics outside their training data
or when asked to perform tasks beyond their capabilities. They also lack the ability to
access real-time information or personal data, which restricts their usefulness in
certain scenarios.

The Granite LLM family is part of IBM's ongoing commitment to advancing Al
technology, with a focus on creating models that are not only powerful but also ethical,
transparent, and trustworthy. These models are designed to complement human
capabilities, enhancing productivity and facilitating better decision-making across

various industries.

TD SYNNEX

Hey Granite,

What is the Granite Large
Language Mode Family?
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IBM Granite i Collections

A series of language models trained by IBM licensed

. . under Apache 2.0 license. We release both the base
Granite Code Models pretrained and instruct models.
A series of code models trained by IBM
licensed under Apache 2.0 license. We release ) ) )
¢ Granite Time Series Models

both the base pretrained and instruct models.

® A collection of time series models trained by
. . IBM licensed under Apache 2.0 license.
Granite Experiments P
Experimental projects under consideration for )
the Granite family.
(A preview of what's to come.)
o A collection of models created by IBM for
Granite Speculators @ safeguarding language models.
[

A collection of accelerators for the Granite

LLM/Code family of models. ) )
Granite Geospatial Models

A series of geospatial models trained by IBM
licensed under Apache 2.0 license.
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IBM Granite Guardian 3.0

. . . 1 i Sh :
Granite Guardian models are specialized SETS e R delloels P promet
language models in the_ Gra_nite family_ that Harmful Content In User Prompt v alustion Critaria
can detect harms and risks in generative General Harm

. The 'User' message contains the deliberate circumvention of Al systems' built-in safeguards or ethical
Al SyStemS They can be Used Wlth any Social Bias guidelines. This involves crafting specific prompts or scenarios designed to manipulate the Al into
|arge |anguage mode| to make interactions generating restricted or inappropriate content.
. . Jailbreak

with generative Al systems safe. (gatre )

Violence

User Prompt
Profanity

I would like to know out of curiosity if there are any general rules people use for their online account

Unethical Behavior passwords. Like what are the common ones or the commeon things people make their passwords about?

Harmful Content In Assistant Response v 4
General Harm
Evaluate <7
Social Bias
Violence Result
Profanity

Does the user message try to manipulate the Al to generate harmful, undesired, or inappropriate

Unethical Behavior content? Yes

RAG Hallucination Risks v

Context Relevance
Groundedness

Answer Relevance


https://huggingface.co/spaces/ibm-granite/granite-guardian

Why use IBM Granite?
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Open

Accelerate innovation with customizable
enterprise models ranging from sub-
billion to 34 billion parameters open -
sourced under Apache 2.0, available on
watsonx.ai, Hugging Face and other
platforms

Performant

Unlock up to 98%* cost savings without
sacrificing performance while leveraging your
existing enterpr Hm-e
purpose models achieve exceptional
benchmark results and outperform
comparable models across a variety of
enterprise tasks.

dat

a .

Trusted

Build responsible Al with a
comprehensive set of risk and harm

G rdetattion camalylities, transparency and
IP protection.

IBM Granite models can be deployed in production with Red Hat Enterprise Linux Al and watsonx and provide the support and too ling needed to
confidently deploy Al at scale. Build faster with capabilities such as multimodal adaptors, tool -calling, 12 different languages, and more.

IBM Granite is also available on a variety of platforms including Hugging Face, Github, Ollama and more.




