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bringing an inflection
pointin Al...

64%

...out how enterprises
of executives believe that generative Al is closing ad O pt an d exe Cute WI ”

the gap between IT and the business*

define whether they
unlock value at scale.

*IBM Institute for Business Value (IBV): The CEOs Guide to Generative Al
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Foundation models ...

Key advantages:
through less labeling

through fine tuning; inferencing

External data Multi-Tasks DRI SRS

through better performance
Q&A

Summarization

&~
&~
Sentiment
Pre- @ 6/ Analysis
Trained
Content
Massive 6/ generation
Foundation Prompting Code
Model O/ generation
= reduction in time for of executives believe
O NLP tasks* that generative Al is

closing the gap between

IT and the business**

*Client engagements with IBM Consulting: IBM blog
**|BM Institute for Business Value (IBV): The CEOs Guide to Generative Al




...fueled by
enterprise data

“Enterprises that have large stores of high-
guality data, monetize data effectively, and
say their data is trusted by internal and
external stakeholders realize almost double
the ROI from their Al capabilities (9%

versus 4.8% for all others)”*

*IBM Institute for Business Value (IBV): The CEOs Guide to Generative Al
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Enterprise considerations: Five truths of generative Al

Truth #1
Multi-model

Two thirds of 150+
enterprises surveyed
report pursuing a multi-
model strategy

*  60% + of enterprises
pursuing multi-model are
experimental with
commercial & open-
source models

*» Commercial & open-
source innovation

*  Quickly prioritize use
cases that will outlive the
model

»  Multi-modal (text, image,
audio, etc.)

=  One model will not
rule them all

Truth #2
Multi | hybrid cloud

Gartner reports that most
enterprises will deploy
generative Al across
hybrid/multi-cloud
environments

=  Run where the workflows,

apps
and data live

= Infer where business runs
to drive performance, cost,
and simplicity

= Data location to drive
security benefits

»=  Regulatory compliance
to influence location
selection

Truth #3
Governance

Surveyed companies
report governance as a top
requirement, impact of
generative Al makes
governance more difficult

=  Businesses must control
bias and monitor drift

* Organizations must
actively monitor
hallucinations and
ensure model
explainability

» Leaders must seek
practices and tools to
ensure model and
data provenance

Critical to pick the right
use cases and deployment
for generative AI ROI

» Different work tasks
have strongly positive
or negative ROI impact

*= Time savings for a
meaningful product
innovation +40%;
business problem solving -
23% time needed

= 60+ points difference
in value for work tasks

= 25x difference in cost per
inference, depending on
model and deployment

Truth #5
Data matters

Two thirds of 150+
enterprises surveyed
report pursuing a multi-
model strategy

=  Short run: model
innovation creates value

* Long run: data quality
will decide which
enterprises win with
generative Al
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Enterprise considerations:
Traditional Al is still critical, Gen Al unlocks new possibilities

Generative Al Traditional Al

majorly trained ‘ majorly
with ‘unlabeled’ data I \ trained with ‘labeled’ data
Trained on (100s of TBs) Trained on proper, (100s of GBs)
Trained for Trained for a

A tuned model can be very efficient for

Works well for general tasks and can improve for

specific tasks with relatively less training the specific task it was designed for
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Where can “the artificial
intelligence”
process things?
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The seemingly complex world of processing

Central Processing Unit

The CPU, often called the "brain" of a
computer, is responsible for performing
general-purpose tasks. It executes
instructions from applications,
manages hardware, and handles data
processing.

* Sequential Processing
» Versatility
» Cores and Threads

Graphics Processing Unit

The GPU is a specialized processor
designed to handle parallel processing
tasks, making it ideal for rendering
graphics and processing large datasets
simultaneously.

 Parallelism
 High Performance for Graphics
« Compute Acceleration

« CUDA and OpenCL

Neural Processing Unit

An NPU is a processor specifically
designed to accelerate artificial
intelligence (AI) and machine learning
(ML) tasks.

 AI Optimization
« Energy Efficiency
« Matrix Multiplications
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Vendors providing the compute
to fuel artificial intelligence

The Next Frontier of Al

With AMD Radeon™, users can harness the power of on-device Al
processing to unlock new experiences and gain access to

AMD Ryzen™ Al Processors

personalized and fast Al performance.

AMD Ryzen Al brings the power of personal computing closer to
you on an Al desktop, laptop, or mobile workstation.

L e — ~ .- .
= — == Intel” Gaudi” 3 Al Accelerators now available on IBM Cloud
-_— | T —
— — —  —— . Designed to help you cost-effectively scale enterprise Al workloads, while prioritizing performance, security, and open development.

INntel® Gaudi® 3 Al Accelerators

Bringing choice to gen Al with performance, scalability and efficiency. Meet your new high-performance option built to handle your Al workloads, your way.



TD SYNNEX

ARM technology to fuel Al workloads

The Arm CPU already provides the foundation for accelerated Al globally. The combination of Arm’s pervasiveness, performance at scale,

energy-efficiency, security, and developer flexibility, means the number of Al-enabled chips shipped each quarter is increasing exponentially.

Generative Al at Scale

The arrival of sophisticated generative Al models has
sparked a new wave of innovation, offering an
opportunity for technology step change. Arm’s compute
platform offers the efficient and highest-performing
capabilities, which enable GenAlI to run on phones and

PCs, and in datacenters.

Al Inference on CPU

With the growing number of AI applications, there
comes an exponential increase in the need for Al
inference capabilities. Arm CPUs provide the technology
foundations for inference to run on all compute
touchpoints, bringing Al into the hands of billions of

people around the world.
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IBM’s — Red Hat POV for Al-ready IT

Infrastructure.

Scale Al inferencing for complex Create AI workflows based on Offer security and data
tasks like generative Al. where your data and protection to promote trust and

applications reside. support compliance demands.



@
IBM Power iIs built for Al

Al
efficiently

Al flexibly

Al and Data

Leverage Al-optimized hard- & software
* Run Al models on a highly performant, sustainable
platform
« Simplify solution architectures & save costs
» Scale Al solutions with a specialized ecosystem

Create & run Al where and how needed
 Use hybrid cloud infrastructure seamlessly
« Consume resources elastically
« Combine enterprise & open-source Al software

Ensure full-stack security for Al and data
* Minimize exposure & risks by converging Al with data
« Secure Al workloads across all stack layers
» Protect data through accelerated encryption

TD SYNNEX

42%

more inferencing throughput vs.
compared x86 servers when using
Large Language Models!

< 1s

inferencing latency on IBM Power10
when using a Q&A Large Language
Model?

51%

lower 3-year TCO running highly
parallel inferencing with IBM
Cloud Pak for Data on IBM Power
S1022 vs. compared x86 servers?

39%

more inferencing per watt with IBM
Cloud Pak for Data on IBM Power
S1022 vs compared x86 servers?



https://www.redbooks.ibm.com/abstracts/redp5675.html
https://www.supermicro.com/en/products/system/hyper/2u/sys-221h-tnr
https://github.com/primeqa
https://www.redbooks.ibm.com/abstracts/redp5675.html
https://github.com/primeqa
https://www.synnexcorp.com/us/govsolv/pricing/
https://www.ibm.com/downloads/cas/DLBOWBPK
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Accelerate Al Efficiently with technical innovation

On-Chip Al acceleration

Per Core: 4x MMA*
& 8x SIMD**

Accelerate Matrix & Vector Math
operations in the processor without
GPUs

Minimize data movement from
processor to GPU
and vice-versa

Lower quantization for improved
performance

X
&M

Large Memory & Cache

TBs
Main memory per core

Store large Al models (like LLMs),
large datasets (higher batch sizes),
multiple AT models (parallel
inferencing) in single memory (1TB-
16TB)

Large cache (4x) to speed
up execution

oy

Highly Parallel

4x more
Threads per core

* Provides up to 8 threads
per core (4x vs. Intel)

* Run parallel jobs for
Al inferencing

* Improve throughput

‘QO’
cﬁ\

Enterprise Server
Design

Lower CO2
footprint

« Same work with lower energy
usage

» Consolidate more workloads due
to higher guaranteed utilization




Traditional & Non-
traditional Data Sources
(Unstructured / Semi-
structured / Streaming)

Accelerate Al Efficiently by simplifying

solution architecture

Traditional (-
(structured Data) !))

Non-traditional

(unstructured data) Data Transformation (el
Streaming for Structured and Data storage
(structured data) Unstructured types _
(=8 (fit-for-purpose)

Streaming
(unstructured data)

(©) TD SYNNEX

Data Analysis

¢

Al Workloads
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Reduce complexity: run on workloads
on the same platform hardware accelerated

Data Sources: |;3| i '
Y a8 /
Internal to the platform K_J ﬁﬁ{ ’ Reduced solution

complexity as all

g Irl?taetriglr’z)ntsr:gml]:tt;g% Dat? St'i]orag?et:flnternal ’ Run Al/ Analytics: tasks can be
P 0 the platform Internal to the platform e
same platform.

Data Sources:
External to the platform

Running on platform

o
A0

© ~/ Q .gnn .

c Data Sources: __ DataTransformation: __~ _ Data Storage: Internal ® 1011, d solut
Q Internal to the platform Internal to the platform to the platform ®e0 Increased solution
B complexity as all
O > O Run Al / Analytics: tasks may not be
(@) O = O — Internal to the performed on the
= % (0 oy IS platform same platform
c G L

g Data Sources: . Data Transformation: | Data Storage: External

n'd External to the platform Internal to the platform to the platform
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Orchestrate Al Flexibly with frictionless
hybrid infrastructure

Frictionless Hybrid Experience

_ _ Al Workload
Al Solutions from Ecosystem Partners and/or Clients Run on-premise or in the

cloud seamlessly

Al Platform Software

Leverage the software
across environments

Red Hat OpenShift or RHEL Red Hat OpenShift or RHEL

Frictionless Hybrid

Infrastructure for Al
IBM PowerVM IBM PowerVM

, , Use the same OS (RHEL or OpenShift) —
On-Prem laaS: Private Cloud with Off-Prem laaS: IBM Power Virtual on-premises or in the cloud

Dynamic Capacity Server in IBM Cloud Use the same virtualization technology —
on-premises or in the cloud

Use the same hardware platform — on-

( &_E;f IBM Power Infrastructure (On-premise or in the Cloud) premises or in the cloud




Full stack
optimization

Users get out-of-the-box acceleration without
code changes, easing deployments of Al

models such as large language models.

ISV Al solutions

Data & AI Platforms,
Off-the-Shelf Al solutions

Data science
frameworks &
runtimes

Math libraries
optimized for
IBEM Powerl0O

ATl acceleration
in every IBM
PowerlO core

=== 4 Matrix Math Accelerator
(MMA) engines per core

EE 8 SIMD engines per core

#=F High bandwidth data-path

Use case & industry-specific
Al solutions

Open-
source
stacks

Red Hat
stacks

= ONNX
PyTorch UEEE

L ) S Y VI Ll *

FElatdns
Sdignalngixls)

Flow Runtime

b ) P LR L B

Commercial support for
3,000+ open-source tools
& packages.

% Kubeflow @ n&%&
< £
— s
i §gkﬂfkﬂ Spark”  seloow

(5 ALIBI I,". : = | Hugging Face
T ExpLan = trino

1| EVIDENTLY Al .- G
o fatib m

] Label Studio gprcmetheus Grafana
¢ PyTorch ¥ Tensor £ ONNX
@) milvus  y OpenSearch
W weaviate B PostgreSOL

@ chroma [[EJ[YE
(LLM

...and more.




Al assistants

@&

Al & data platform

=

Data services

R

Hybrid cloud Al tools

A
e

Al Infrastructure

Empower individuals to do work
without expert knowledge across a
variety of business processes and
applications.

- IBM Cloud Pak for AlOps
- IBM Cloud Pak for Business Automation

Embed watsonx platform in third party
assistants and applications using
programmatic interfaces.

Ecosystem integrations
- Equitus
- Trovares

watsonx.ai SDK
- use foundation models in
IBM Power applications

(Python, ABAP).

Leverage generative Al and machine

Cloud Pak for Data Foundation models

- IBM Watson Studio Granite*** | 1IBM
|eaming — tuned with your data — - IBM Watson Machine Llama 2 | Meta Al
. S Learning Geospatial | IBM + NASA
with respon5|b|I|ty, tfanSpafenCy, - IBM Data Refinery | Deci, Elinar,
and explainability. - IBM Watson Studio Hugging Face, ...
Runtimes
Vector Databases
Rocket Al Hub - Milvus** - Weaviate**
i ﬁgbeflol/v* i? Ckitrcl-llztjb & Jupyter Lab* ~ chroma - OpenSearch
- Roerve pyt Py - PGVector** - Faiss**
. . . Data fabric services
Define, organize, manage, and deliver - IBM Analytics Engine RH Fuse - Apache Spark*
trusted data to train and tune Al models - IBM Event Streams -RHAMQ Streams - Apache Kafka**
. . . - IBM App Connect Enterprise for Apache Kafka - trino**
with data fabric services. - IBM Db2 Warehouse - RH Data Grid
- IBM MQ
Build on a consistent, scalable Native LPAR

foundation based on open-source
technology.

deployment options
Red Hat OpenShift

Accelerated, converge, and safeguard
Al efficiently with your data & workflows.

R = Power10
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Consulting
Generative Al strategy,
experience, technology,
operations

Ecosystem
System Integrators,
Software and SaaS
partners, Public
Cloud providers

External Al services
useful for IBM Power

Ansible Lightspeed
- Generate playbooks for
IBMi & AlX.

SAP
- Use watsonx-embedded
SAP

applications with IBM
Power.

*: Free-of-charge open-source software;
enterprise support options available.
**. Free-of-charge open-source software;

currently community-supported.
***: work-in-progress.
*%k%k TBD



https://ibm.github.io/ibm-generative-ai/
https://cloud.ibm.com/docs/sap?topic=sap-abap-sdk-watson

The power of community that Red Hat
OpensShift Al and RHEL Al offer

(©) TD SYNNEX

Red Hat
OpenShift Al

RHEL Al

Red Hat
OpenShift Al

Model serving & monitoring

Deploy models anywhere with consistent
cloud-to-edge production deployment, and
monitoring capabilities

Resource optimization and management

Create model pipelines for tuning and
alignment, validation and delivery; Share
and optimize resources across teams

RHEL Al

Foundation model runtime engine

Develop, deploy, and test open Granite
language/code models, supported &
indemnified from Red Hat and IBM

Developer-friendly model toolkit

Bring rapid LLM experimentation to
developers via supported InstructLab CLI

Runs on any
infrastructure

.

.............

Physical Virtual

Private Public
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Safeguard Al Workflows - a holistic framework

Build trustworthy Al
(o

Data collection Model development Model inference
and handling and training

Y, e

and live use

Secure the data Secure the model

Secure the infrastructure

Establish Al governance
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Client Use Cases —
Run Traditional Al & GenAl Models on IBM Powerl0

Multi-architecture solution with training deployed on x86 Inferencing on IBM Power10 for both Traditional AI and Gen Al models.

Inferencing pipeline accelerated
with IBM Power10

ﬁ° Al Models Deploy Al _ 2 %
= Model Pull & pre-process images (&lﬂ/ Q Domain specialist
Open-source libraries + on IBM =
GPU-accelerated training Powerl0 :
B Analysis system
Medical images & RHEL Get reference model for result
meta data - validation and
1. 2xA100 GPUs _ = Sl
,4 MaricDB  Metadata store Run inference (\m/
Training

IBM Storage  Common Software

Fusion Defined Storage - 1x every 3 month \% RocketCE 200+ Power-optimized
(SDS) > for IBM Power Al libraries & frameworks

_ Inferencing on IBM Power10 :
Linux on IBM Power Both Real-time & Overnight Linux on IBM Power

., batch ,
29)) IBM Powerl0 - S1022 28)) IBM Powerl10 - S1022

Run Al close to the data
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Client Use Cases —
Train and Run Al Models on IBM Powerl0

Accessing data from multiple external data sources Training and Inference (multiple ML models) on IBM Power10

IBM Powerl10 - L1022

\bl
Core Data Front-End Q IT Ops &
. i i — Analyst
g Back Train & Inference on IBM Power10 Application == y

Office e X
: @ Data |
g (Ffrhoeccekssing E /@é Scientists i
S | i @ Detect outliers in |
File E Phase 2 T Og‘ﬁENngpT % Kubeflow LLMs Models social domains i
g Distributed ODBC | (Started) _ . |
Storage | N 4/ RocketCE |
>: Ph ase 1 7 JUDYter /( for IBM Power . emn Predlct server :
§ PDaa . (finished) L @ I
Warehouse 1 errors |
! Linux on IBM Power :
g Watch : :
Lists X |

PostgreSOL
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Client Use Cases —
Prepare Data and Drive Inference on IBM Power10

Accessing data residing on multiple data sources — Transformation of data and inferencing with Enterprise and Open-source SW on IBM Power10

Mission-Critical Data Data Collection ETL Hyper Parameter Tuning Training Inferencing
For short-term and long-
. IBM Snap ML
APAcHsJ\Z term forecasts of medium
— Pyspr K and low-velocity products
IBM e
DataStage
JEke) S fpesitilin For short-term forecasts |
R ')
Conductor of high-velocity products PROPHET

:// RocketCE 200+ Power-optimized open-
4

for IBM Power source Al libraries & frameworks
AlIX Linux on IBM Power

q
28))  IBM Power10 — E1080

teradata. —




Client Use Cases —

TD SYNNEX

Digital Assistant with GenAl on IBM Powerl10

Use a Large Language Model (LLM) adapted to a specific domain on IBM Power10 with MMA — Digital Labor use case

Self-service customer assistant on IEM Power10

What do the catering services provide?

Click g to view the source document, then ask a cantextual question in the above field

8~

Question
(Domain specific)

A\

<pad> Buffet and cocktail menus</s>

Question +

Lookup

-]

-1
-]

——) Relevant documents

—1 (large variety of
business/domain
specific documents)

Knowledge base

.
o

% Generate N i
—> ?
LLM

Answer
(Domain-specific
AN Answer)

watsonx.ai
Hugging Face

%) 1BM Power10
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IBM Power modernizes

Infrastructure and
accelerates innovation with

Al In the year ahead



https://newsroom.ibm.com/blog-ibm-power-modernizes-infrastructure-and-accelerates-innovation-with-ai-in-the-year-ahead
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IBM Spyre Accelerator and IBM Power

Drive business growth, improve productivity, and remain in compliance with regulatory requirements

Jointly designed by IBM Research and IBM Infrastructure, Spyre’s architecture is designed for more efficient Al computation. Notably, the chip
will send data directly from one compute engine to the next, leading to an efficient use of energy. This family of processors also uses a range
of lower precision numeric formats (such as int4 and int8), to make running an Al model more energy efficient and far less memory intensive.

Introducing IBM Powerll processor

Next generation IBM Powerl1 system will have innovations in the
processor, system, and stack levels to help enterprises propel digital
transformation initiatives for their mission-critical infrastructure.

IBM Power also continues to support emerging enterprise Al use cases with
the MMA (Matrix-Math Assist) architecture.

The Powerl1 processor is designed to deliver higher clock speeds and can
add up to 25% more cores per processor chip than comparable IBM
Power10 systems. The Powerl1 processor builds upon the key capabilities
we delivered with Power10 including stronger reliability, availability, and
serviceability (RAS) characteristics, better energy efficiency and energy
management, and improved quantum-safe security.

Integrating IBM Spyre Accelerator and IBM Power

AT workloads are creating their own demands on client’s infrastructure. We
are committed to helping clients right size their workload placement and
build use cases for even more advanced Al capabilities on IBM Power. I'm
excited to reveal that IBM intends to incorporate the IBM Spyre Accelerator
in future Power offerings to provide additional AT compute capabilities.
Working together, IBM Powerl1 processors and the IBM Spyre Accelerator
are designed to enable the next generation infrastructure to scale
demanding AI workloads for businesses.

The IBM Spyre Accelerator is a purpose-built enterprise-grade accelerator
offering scalable capabilities for complex Al models and generative Al use
cases. The new accelerator features 32 individual accelerator cores onboard,
and each Spyre is mounted on a PClIe card.




Questions &
Answers
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Sejid Canoski

Technical Presales Consultant / Architect

Sejid Canoski is a solutions architect at TD SYNNEX. He designs and validates partner solutions
based on IBM Security, IBM Power and IBM Storage products.

He also teaches IBM Security and IBM Power at the TD SYNNEX Academy.

When he is not busy with his main job he loves to tinker with IBM Cyber Resiliency solutions and

watsonx.ai / watsonx.governance.

TD SYNNEX Germany GmbH & Co. OHG IBM
KistlerhofstralRe 75 Champion
81379 Munich 2025

E-Mail:
Tel.: +49 (0) 89 4700 — 1812
Mobil: +49 (0) 176 200 83730

in &

LinkedIn Slack IBM TechXchange
Community

IBM Champion

f’@/



mailto:Sejid.canoski@tdsynnex.com
https://www.linkedin.com/in/sejid-canoski-010223182
https://ibm.slack.com/team/WQBQX2N2J
https://community.ibm.com/community/user/champions/network/roster/profile?UserKey=8e84f9bd-b447-44df-81b2-93475b0cdad0
https://www.credly.com/badges/7cf6d39e-5f03-47be-acb5-a4c67416e7bd/public_url
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The Power of us

Connect. Empower. Transform.

x
\. :
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